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Real-time Summarization

• Goal: developing systems that can monitor a data 
stream (e.g., tweets) and push content that is relevant, 
novel (with respect to previous pushes), and timely

• Input: a query describing the topic or event of interest

• Evaluation period: 8/2/2016 - 8/11/2016 (10-day period)

• Output: 

‣ Scenario A: up 10 tweets per day (ASAP)

‣ Scenario B: up 100 tweets per day (Midnight)
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Real-time Summarization
Evaluation

• About 200 interest profiles (“predicting the future”)

• Pooling: Scenario A and B results were pooled

• Judging: not relevant, relevant, highly relevant

• Clustering: relevant and highly relevant tweets were 
clustered manually per query

• Only the first tweet per cluster received credit
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Real-time Summarization
Evaluation

Topic/Profile ID: MB408
Title: amphetamines and ADHD
Description: Find tweets that discuss amphetamines and ADHD.
Narrative: The user’s daughter has been diagnosed with attention deficit hyperactivity disorder
(ADHD) and wants to follow the personal experiences of others that have used amphetamines in the
treatment of ADHD. Relevant tweets discuss types of amphetamines used, adverse side effects, drug
interactions, physical and psychological reactions, addiction, etc.

Topic/Profile ID: RTS2
Title: Zika in Ecuador
Description: Find updates on the current Zika crisis in the country of Ecuador.
Narrative: The user has family in Ecuador and wants to see how her family might be affected by the
Zika crisis. She’s interested in reports of new cases as well as measures being taken to control the
outbreak.

Figure 1: Examples of interest profiles (health related topics).

To determine the relevance of tweets to a specific
user interest, we automatically extract various cate-
gories of textual features (e.g., named entities, gen-
eral noun phrases, phrases within quotations) from
the user interest profiles, and expand the textual
features using a paraphrase database. We deter-
mine the novelty of the tweets by comparing lex-
ical and semantic similarity with those previously
pushed to a user. For the push notification strat-
egy, we present three methods that correspond to
our runs in Scenario A: 1) strict threshold-based,
2) time-adjusted dynamic threshold-based, and 3)
quota-restricted threshold-based message push. In
scenario B, we use additional filtering strategies and
relevant tweet identification methods to ensure tweet
relevancy.

2 Problem Description

The task in the RTS track required participating
teams to monitor the Twitter sample stream and
identify relevant tweet posts with respect to a num-
ber of “interest profiles”. There were two scenarios
in the task with regard to when messages relevant to
an interest profile will be delivered to a user. The
following sections provide further details about the
interest profiles and scenarios.

2.1 Interest Profiles
The track organizers provided a total of 203 interest
profiles for this challenge. Among them, 51 profiles
were assessed in the TREC-2015 Microblog Track
(Lin et al., 2015), 107 profiles were retained from
the same track that may still be current in terms of
ongoing events and issues around the world, and 45
profiles were newly developed for the TREC 2016
RTS track. Each profile contains four fields that re-
fer to a topic/profile id, title, description, and narra-
tive. The topics or profile interests are diverse and
belong to many domains such as health, politics,
sports, etc. Figure 1 presents some example profiles
with interests in health related topics.

2.2 Scenario A: Push notifications
In this scenario, when a system identifies a rele-
vant post, the Twitter post is immediately sent to the
user’s mobile phone via a push notification. The post
should be relevant (on topic), timely (provide up-
dates as close to the time of actual event occurrence
as possible), and novel (users should not be pushed
multiple notifications that are essentially identical,
or simply retweeted.). For evaluation purposes, the
pushed tweets are first sent to the TREC RTS eval-
uation broker (via a REST API), from where the
messages are immediately delivered to the mobile
phones of a group of assessors (users-in-the-loop)
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Real-time Summarization
Runs

• Automatic: no human in the loop

• Manual preparation: tailored to 200 interest profiles 

• Manual intervention: anything goes
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Real-time Summarization
Evaluation as a Service (EAAS)

Stream of Tweets	 Participating 
Systems	

TREC RTS 
evaluation broker	

Twitter API	
Assessors	

Figure 1: Evaluation setup for scenario A showing

the use of mobile assessors who judge tweets in real

time, mediated by the evaluation broker.

context of the need and expands on what makes a tweet rel-
evant. By necessity, these interest profiles are more generic
than the needs expressed in typical retrospective topics be-
cause the topic developer does not know what future events
will occur. Thus, despite superficial similarities in format,
we believe that interest profiles are qualitatively di↵erent
from ad hoc topics.

Given the prospective nature of interest profile, we em-
ployed the strategy of “overgenerate and cull”. That is,
we created many more interest profiles than there were re-
sources available for assessment, with the understanding
that we could cull a set of profiles after the fact to assess. For
2016, the interest profiles were drawn from three sources:

1. 51 interest profiles that were assessed from the TREC
2015 Microblog Track, so participants have training data.

2. 107 additional interest profiles culled from TREC 2015
Microblog Track—the old profiles were manually filtered
to retain profiles that were still applicable (e.g., throwing
away profiles about events that have happened already)
and profiles for which there would hopefully be a reason-
able volume of relevant tweets.

3. 45 new interest profiles that were specifically developed
from scratch for this year’s track.

All interest profiles were made available to the participants
before the beginning of the evaluation period.

2.4 Online Judgments and Metrics
On key feature introduced in this year’s track is an online

evaluation component for scenario A whereby system out-
put is assessed in real time. Our general approach builds
on growing interest in so-called Living Labs [11] and related
Evaluation-as-a-Service (EaaS) [3] approaches that attempt
to better align evaluation methodologies with user task mod-
els and real-world constraints to increase the fidelity of re-
search experiments.

Our evaluation architecture is shown in Figure 1 and was
previously described in Roegiest et al. [10]; the entire evalua-
tion infrastructure is open source and available on GitHub.1

As the participating systems identify relevant tweets, they
are immediately pushed to the evaluation broker, which then
routes the tweets to (paid) assessors who have installed a
custom app on their mobile phones. The tweets are ren-
dered as push notifications on the assessors’ mobile phones
and are added to an assessment queue in their app for con-
sideration.
1
https://github.com/trecrts/trecrts-eval/

This setup has a number of distinct advantages over tra-
ditional post hoc batch evaluations:

• Gathering relevance judgments in an online fashion has
the potential to yield more situationally accurate assess-
ments, particularly for rapidly developing events. With
post hoc batch evaluations, there is always a bit of dis-
connect as the assessor needs to “imagine” herself at the
time the update was pushed. With our evaluation frame-
work, we remove this disconnect.

• An online evaluation platform allows for the possibility of
user-submitted information needs, thus giving assessors
the ability to judge tweets for interest profiles they are
genuinely interested in.

• An online evaluation platform opens the door to provid-
ing realistic, online feedback to participants, thus poten-
tially facilitating active learning approaches.

Although in this first year of the evaluation, we did not pro-
vide a mechanism for user-submitted interest profiles or an
API for participants to receive feedback, we hope to intro-
duce these features in the future.
In more detail, the evaluation workflow is as follows:

1. Prior to the beginning of the evaluation period, each par-
ticipant’s system “registers” with the evaluation broker
(via a REST API call) to request a unique token, which is
used in future requests to associate all submitted tweets
to a particular run.

2. Whenever a system identifies a relevant tweet with re-
spect to an interest profile, the system submits the result
to the evaluation broker via a REST API, which records
the submission time.

3. The broker routes the tweet to the mobile phone of an
assessor, where it is rendered as a push notification con-
taining both the text of the tweet and the corresponding
interest profile.

4. The assessor may choose to judge the tweet immediately,
or if it arrives at an inopportune time, to ignore it. Either
way, the tweet is added to a judging queue in a custom
app on the assessor’s mobile phone, which she can access
at any time to judge the queue of accumulated tweets.

5. As the assessor judges tweets, the results are relayed back
to the evaluation broker and recorded.

Our setup largely follows the interleaved evaluation meth-
odology for prospective notifications proposed by Qian et
al. [8]. For each tweet, the user makes one of three judgments
(a screenshot of the assessment app is shown in Figure 2):

• relevant, if the tweet contains relevant and novel infor-
mation;

• redundant, if the tweet contains relevant information, but
is substantively similar to another tweet that the assessor
has already seen;

• not relevant, if the tweet does not contain relevant infor-
mation.

The entire evaluation is framed as a user study (with appro-
priate ethics review and approval). A few weeks prior to the
beginning of the evaluation period, we recruited assessors
from the undergraduate and graduate student population at
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Real-time Summarization
Evaluation as a Service (EAAS)

Figure 2: Screenshot of the mobile assessment app.

the University of Waterloo, via posts on various email lists
as well as paper flyers on bulletin boards. The assessors
were compensated $5 CAD to install the mobile assessment
app and then $1 CAD per 20 judgments.

As part of the assessor training process, they subscribed to
receive notifications for interest profiles they were interested
in, selecting from the complete list given to all participants.
To encourage diversity, we did not allow more than three
assessors to select the same profile (on a first come, first
served basis).

The RTS evaluation broker followed Qian et al.’s [8] tem-
poral interleaving strategy, which meant that tweets were
pushed to the mobile assessors as soon as the broker re-
ceived the submitted tweets. The broker made sure that
each tweet was only pushed once (per profile), in the case
where the same tweet is submitted by multiple systems at
di↵erent times. Although one can imagine a variety of dif-
ferent “routing” algorithms for pushing tweets to di↵erent
assessors that have subscribed to a topic, this year we im-
plemented the simplest possible algorithm where the tweet
was pushed to all assessors (that had subscribed to the pro-
file). This meant that the broker might receive more than
one judgment per tweet.

Another implication of this interleaved evaluation setup is
that an assessor will likely encounter tweets from di↵erent
systems, which makes proper interpretation of “redundant”
judgments more complex. A tweet might only be redun-
dant because the same information was contained in a tweet
pushed earlier by another system (and thus not the “fault” of
the particular system that pushed the tweet). That is, the
interleaving of output from di↵erent systems was directly
responsible for introducing the redundancy. Although Qian
et al. [8] proposed a number of heuristics for more accurate
credit assignment to cope with interleaving, in this evalua-
tion we simply counted the absolute number of judgments

of each type. From these counts, we computed “strict” pre-
cision, defined as:

relevant
relevant + redundant + not relevant

(1)

as well “lenient” precision, defined as:

relevant + redundant
relevant + redundant + not relevant

(2)

Precision seemed like an appropriate metric given the cost
of push notifications in terms of interrupting the user. We
made the (arbitrary) decision of using “strict” precision as
the primary metric for assessing scenario A runs using mo-
bile assessors.

2.5 Batch Judgments and Metrics
In addition to the online evaluation by mobile assessors,

the track also employed a standard post hoc batch evalua-
tion methodology that has been refined and validated over
many iterations in previous TREC evaluation. For scenario
A, the dual evaluation approach will help us validate the
reliability of our online mobile assessment methodology.
We adopted the Tweet Timeline Generation (TTG) eval-

uation methodology that was originally developed for the
TREC 2014 Microblog Track [5] and also used in the TREC
2015 Microblog Track [6]. The methodology has been ex-
ternally validated [15] and thus can be considered relatively
mature. The assessment workflow proceeded in two major
stages: relevance assessment and semantic clustering. Both
were accomplished by NIST assessors.
Relevance assessments were performed using pooling with

a single pool across both scenario A and scenario B runs.
The pools were constructed from all 82 runs, taking all
tweets from Scenario A runs and up to 90 tweets (per pro-
file) from Scenario B runs. For scenario B runs, tweets were
added to the judgment pool in a round-robin fashion across
days. That is, the top-ranked tweet from each day was first
added to the pool, then the second-ranked tweet from each
day, and so on. If we ran out of tweets from a particular day
before the 90 limit had been reached, tweets were selected
from the remaining days until the limit.
After pool formation, the next decision was the selection

of interest profiles to assess. In this case, the selection of
the mobile assessors provided an obvious guide. Profiles to
assess were selected by first taking those topics that had
at least 50 distinct tweets judged by the mobile assessors
(there were 67 of these), and then eliminating profiles whose
pools were enormous or those about events from 2015. NIST
ended up judging 56 profiles. The mean size of the pools was
1206 tweets, with minimum 917 and maximum 1651.
These pools were then judged by NIST assessors. To fa-

cilitate consistent judgments, tweets were first clustered by
lexical similarity. Each tweet was independently assessed on
a three-way scale of “not relevant”, “relevant”, and “highly
relevant”. Non-English tweets were marked as not relevant
by fiat. If a tweet contained a mixture of English and non-
English content, discretion was left to the assessor. As with
previous TREC Microblog evaluations, assessors examined
links embedded in tweets, but did not explore any additional
external content beyond those. Retweets did not receive any
special treatment and were assessed just like any other tweet.
All of the 56 profiles judged by NIST assessors had at least

one relevant judgment from the mobile assessors. However,
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Real-time Summarization
Evaluation as a Service (EAAS)

of the metrics do not reward recognizing silent days: that is,
it never hurts to push tweets.

Gain Minus Pain (GMP) is defined as follows:

↵ ·
X

G� (1� ↵) · P (5)

The G (gain) is computed in the same manner as above.
Pain P is the number of non-relevant tweets that the sys-
tem pushed, and ↵ controls the balance between the two.
We investigated three ↵ settings: 0.33, 0.50, and 0.66. Note
that this metric is the same as the linear utility metrics used
in the TREC Filtering Tracks [4, 9], so we have not intro-
duced anything new (although our formulation is slightly
di↵erent).

Thus, for scenario A, we report EG-1, EG-0, nCG-1, nCG-0,
and GMP (with ↵ = {0.33, 0.50, 0.66}). EG-1 was consid-
ered the primary metric.

Latency. In addition to the quality metrics above, we re-
port, only for tweets that contribute to gain, the mean and
median di↵erence between the time the tweet was pushed
and the first tweet in the semantic cluster that the tweet
belongs to (based on the NIST assessors).

For example, suppose tweets A, B, and C are in the same
semantic cluster, and were posted 09:00, 10:00, and 11:30,
respectively. No matter which of the three tweets is pushed,
the latency is computed with respect to the creation time of
A (09:00). Therefore, pushing tweet C at 11:30 and pushing
tweet A at 11:30 gives the same latency.

2.5.2 Scenario B Metrics

Scenario B runs were evaluated in terms of nDCG as fol-
lows: for each interest profile, the list of tweets returned per
day is treated as a ranked list and from this nDCG@10 is
computed. Note that in this scenario, the evaluation metric
does include gain discounting because the email digests can
be interpreted as ranked lists of tweets. Note that gain is
computed in the same way as in scenario A with respect to
the semantic clusters. Systems only receive credit for the
first relevant tweet they report from a cluster.

The score of an interest profile is the average of the nDCG
scores across all days in the evaluation period, and the score
of the run is the average over all profiles. As with scenario A,
we computed two variants of the metric: with nDCG-1, on a
“silent day”, the system receives a score of one (i.e., perfect
score) if it does not push any tweets, or zero otherwise. In
nDCG-0, for a silent day, all systems receive a gain of zero
no matter what they do.

3. RESULTS
To provide a track-wide baseline as a point of comparison

for this year’s participants, we deployed the “YoGosling”
system [13], which is a simplified reimplementation of the
best performing system from the TREC 2015 Microblog
Track [12]. The system was originally designed for scenario
A, but we adapted it for scenario B by simply running the
system on all tweets collected at the end of the day (keep-
ing the same exact scoring model and scoring thresholds,
implemented for scenario A).

3.1 Scenario A
For Scenario A, we received 42 runs from 19 groups. These

runs pushed a total of 161,729 tweets, or 95,115 unique

Assessor Judgments Profiles

Assessor 1 53 4
Assessor 2 3314 10
Assessor 3 136 10
Assessor 4 325 8
Assessor 5 949 10
Assessor 6 28 19
Assessor 7 277 19
Assessor 8 1923 15
Assessor 9 3775 45
Assessor 10 680 16
Assessor 11 107 55
Assessor 12 324 2
Assessor 13 201 12

Table 1: For each mobile assessor, the number of

judgments they generated and the number of inter-

est profiles they subscribed to.

tweets after de-duplicating within topics (but not de-dupli-
cating across topics).
For the online evaluation of scenario A systems, we re-

cruited a total of 18 assessors, 13 of whom ultimately pro-
vided judgments. Of these, 11 were either graduates or
undergraduate students at the University of Waterloo. In
total, we received 12,115 judgments over the assessment pe-
riod, with a minimum of 28 and a maximum of 3,775 by an
individual assessor. The distribution of judgments by asses-
sor is shown in Table 1; the final column of the table shows
the number of profiles each assessor subscribed to.
It was originally our intention to build mobile assessment

apps for both Android and iOS, but due to technical issues
with the app development framework we were using, we were
unable to deploy a stable iOS app in time. As a result, all
assessors used the Android app. Some assessors encountered
display issues with tweets during the evaluation period, due
to the wide range of devices owned by the assessors. Since
this was not anticipated during testing, we did our best to
support these assessors and to provide workarounds on the
fly. While the overall assessment experience could have been
better refined, the entire setup worked as expected.
After the evaluation, while compiling results, we discov-

ered that from the RTS evaluation broker’s perspective, some
tweets were pushed before they were actually posted on
Twitter. Since it is unlikely that participants had created
time traveling devices, we attributed the issue to clock skew
on the broker. Note that since the broker was an EC2 in-
stance in the cloud that was shut down soon after the eval-
uation ended, there is no way to debug this issue to obtain
confirmation. The only reasonable solution we could come
up with was to add a temporal o↵set to all pushed tweets.
We set this o↵set to 139 seconds, the maximum gap be-
tween a system push time and the posted time of the tweet
(on Twitter itself).
Results of the evaluation by the mobile assessors are shown

in Table 2. For each run, the columns show the number of
posts that were judged relevant, redundant, and not rele-
vant. We also show the number of unjudged posts as well as
the length of each run, defined as the total number of tweets
pushed by the particular system for the interest profiles that
have at least one judgment. Note that the counts for rel-
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Real-time Summarization
Scenario A: Metrics

• Expected Gain (EG)

• G(NR) = 0.0, G(R) = 0.5, G(HR) = 1.0 

• N = number of tweets pushed on a given day

• Only first tweet from each cluster got credit

• EG-1: systems were rewarded to not pushing any tweets 
on “silent days”

based on the NIST assessments, one topic has no relevant
tweets, three other topics have exactly one relevant tweet,
and a total of 14 topics have fewer than 10 relevant tweets.
At the other end of the scale, three topics have more than
200 relevant tweets, the max being topic RTS10 (Hiroshima
bomb reactions), with 364 relevant tweets.

After the relevance assessment process, the NIST asses-
sors proceeded to perform semantic clustering on the rele-
vant tweets using the tweet timeline generation (TTG) pro-
tocol, originally developed for the TREC 2014 Microblog
Track [5, 15]. Unlike in previous years, where the clustering
was performed outside NIST, this year the same assessor
both performed relevance judgments and the clustering.

The TTG protocol was designed to reward novelty (or
equivalently, to penalize redundancy) in system output. In
both scenario A and scenario B, we assume that users would
not want to see multiple tweets that “say the same thing”,
and thus the evaluation methodology should reward systems
that eliminate redundant output. Following the TREC 2014
Microblog Track, we operationalized redundancy as follows:
for every pair of tweets, if the chronologically later tweet
contains substantive information that is not present in the
earlier tweet, the later tweet is considered novel; otherwise,
the later tweet is redundant with respect to the earlier one.
In our definition, redundancy and novelty are antonyms, so
we use them interchangeably but in opposite contexts.

Due to the temporal constraint, redundancy is not sym-
metric. If tweet A precedes tweet B and tweet B contains
substantively similar information found in tweet A, then B is
redundant with respect to A, but not the other way around.
We also assume transitivity. Suppose A precedes B and B
precedes C: if B is redundant with respect to A and C is
redundant with respect to B, then by definition C is redun-
dant with respect to A.
In the instructions given to the NIST assessors, they were

not given a particular target regarding the number of clus-
ters to form. They were asked to use their best judgment,
considering both the interest profile and the actual tweets.
For the semantic clustering, the assessors were shown all

of the relevant tweets (from the judgement pool) for a single
interest profile within a custom assessment interface. The
tweets were shown on a left-hand pane in chronological or-
der, while the list of current clusters were shown in a pane
on the right-hand side. For each tweet in the left pane, the
assessor could either use that tweet as the basis for a new
cluster, or add it to one of the existing clusters. In this way,
clusters representing important pieces of information (com-
prised of semantically similar tweets) are constructed incre-
mentally. To aid the assessment process, assessors could
enter a short textual description for each cluster and then
sort the posts by similarity to a selected cluster, as a means
to speed the process of finding additional relevant posts for
a cluster. Users could also retroactively move a post from a
cluster back into the left-hand pane, such that it could then
be assigned to a di↵erent cluster. The output of the assess-
ment process (for each interest profile) is a list of clusters,
where tweets in each cluster represent a particular piece of
information.

2.5.1 Scenario A Metrics

For scenario A, we computed a number of metrics from
the relevance judgments and clusters provided by NIST as-
sessors, detailed below. Unlike the TREC 2015 Microblog

Track as well as previous Temporal Summarization Tracks
(cf. [2]), which devised a single-point metric that attempted
to incorporate both relevance, novelty, and timeliness, we
decided this year to separately compute metrics of output
quality and latency (timeliness).
At a high-level, we envision that systems might trade o↵

latency with output quality: For example, a system might
wait to accumulate evidence before pushing tweets, thus pro-
ducing high-quality output at the cost of high latency. Al-
ternatively, a low-latency system might aggressively push
results that it might “regret” later. Computing metrics of
output quality separately from latency allows us to under-
stand the potential tradeo↵s. Additionally, we believe this
approach is appropriate because we have no empirical ev-
idence as to what the “human response curve” to latency
looks like. Attempting to formulate a single-point metric
collapses meaningful distinctions in what users may be look-
ing for in systems.

Expected Gain (EG) for an interest profile on a particular
day is defined as follows:

1
N

X
G(t) (3)

where N is the number of tweets returned and G(t) is the
gain of each tweet:

• Not relevant tweets receive a gain of 0.

• Relevant tweets receive a gain of 0.5.

• Highly-relevant tweets receive a gain of 1.0.

Once a tweet from a cluster is retrieved, all other tweets from
the same cluster automatically become not relevant. This
penalizes systems for returning redundant information.

Normalized Cumulative Gain (nCG) for an interest
profile on a particular day is defined as follows:

1
Z

X
G(t) (4)

where Z is the maximum possible gain (given the ten tweet
per day limit). The gain of each individual tweet is com-
puted as above. Note that gain is not discounted (as in
nDCG) because the notion of document ranks is not mean-
ingful in this context.

The score for a run is the average over scores for each day
over all the profiles. An interesting question is how scores
should be computed for days in which there are no rele-
vant tweets: for rhetorical convenience, we call days in which
there are no relevant tweets for a particular interest profile
(in the pool) “silent days”, in contrast to “eventful days”
(where there are relevant tweets). In the EG-1 and nCG-1
variants of the metrics, on a “silent day”, the system re-
ceives a score of one (i.e., perfect score) if it does not push
any tweets, or zero otherwise. In the EG-0 and nCG-0 vari-
ants of the metrics, for a silent day, all systems receive a gain
of zero no matter what they do. For more details about this
distinction, see Tan et al. [14].
Therefore, under EG-1 and nCG-1, systems are rewarded

for recognizing that there are no relevant tweets for an in-
terest profile on a particular day, and remaining silent (i.e.,
does not push any tweets). The EG-0 and nCG-0 variants
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Real-time Summarization
Scenario B: Metrics

• NDCG@10 

• NDCG-1@10: systems were rewarded to not pushing 
any tweets on “silent days”
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Real-time Summarization
Challenges

• Extremely short documents

• Tweets with little “useful” content

• Topic drift, particularly with “event queries”

• Deciding when to push (no knowledge of the future)

• Predicting novelty with respect to previous tweets

• Tradeoff between timeliness and predicting relevance

• Indexing and scoring interest profile “documents” in 
response to each tweet “query”

• Generating IDF values
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Real-time Summarization
Philips Research

• Extract terms and phrases from interest profiles (title, 
description, narrative)

• Expand phrases using paraphrase database

• Each interest profile is associated with terms and phrases 
belonging to different categories

• Relevance: based on overlap between interest profile 
representation and tweet

• Novelty: based on similarity with most similar 
previously pushed tweet
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Real-time Summarization
Philips Research

gories of textual features. Let Ci be the set of textual
features for the i

th textual feature category. For ev-
ery textual feature category Ci of some interest pro-
file t 2 T , we first calculate a category relevance
using the following:

relevance(Ci) =
X

c2Ci

l

2
c

nc ⇥maxn(Ci)
(1)

In equation (1), lc is the maximum number of
rightmost words from phrase c that appears in the
tweet consecutively and in the same order. The rea-
son for using word sequences that are rightmost in
phrase c is that the extracted textual features are
most commonly noun phrases, in which case the
rightmost word is typically a head noun and the left-
most words are typically noun or adjective modi-
fiers. For example, for the phrase ‘subway commut-
ing problem’, the word ‘problem’ is the head noun,
and ‘subway’ and ‘commuting’ are modifiers.4

Here, nc is the total number of words in c, and
maxn(Ci) is the maximum phrase length (in terms
of words) among all of the phrases in Ci. The cat-
egory relevance score for the category Ci would be
1.0 when the longest phrase in Ci would appear in a
tweet. That is, for the same example, ‘subway com-
muting problem’ is rewarded more over ‘commuting
problem’ for appearing in a tweet, and contributes
with the highest score if it is also the longest phrase
in its category.

Once the category relevance score is calculated,
we find a weight for each category, and our final
score for an interest profile t 2 T is the weighted
sum of the category relevance scores, calculated by:

profile relevance(t) =
CX

i=1

wi ⇥ relevance(Ci) (2)

All profiles with the profile relevance score above
a threshold are then considered as candidate pro-
files for the tweet. For learning the weights wi, we
used tweets with their relevance judgements from
the 2015 TREC Microblog track. For this, we use
each category of textual features individually, and

4Although, some of the textual features we extract are also
verb phrases, in this work we mainly focus on matching the
noun phrases.

determine the weight that maximizes the Expected
Gain (EG) (described in Section 5.2). We then nor-
malize the weights so that they sum to 1.

3.2.3 Novelty Detection
Once the relevance of a tweet is established, we

ensure that the tweet is novel, i.e., the content of the
tweet has new information relative to tweets previ-
ously sent to the user for the same interest profile.
Similar to last year (Hasan et al., 2015), we deter-
mine novelty by comparing ordered lexical and se-
mantic overlap of the tweet content with previously
sent tweets, using a textual similarity algorithm by
Li et al. (2006). This algorithm computes pairwise
text similarity between two given texts and returns a
similarity score between 0 and 1. Similarity score
1 indicates the two text strings are exactly same.
We used 0.65 as our threshold. As soon as the sys-
tem finds a similar tweet with similarity score 0.65
or higher in the already-pushed tweets pool, it dis-
cards the new tweet and processes the next tweet,
and pushes the next tweet otherwise (i.e., no similar
tweet have been pushed for the interest profile). For
novelty detection, we need to compare a new tweet
against a pool of all pushed tweets for an interest
profile. Thus the size of this pool keeps increasing as
our system keeps pushing more tweets and the nov-
elty detection processing time per tweet also keeps
increasing with time. To increase the efficiency of
our system, we ran several instances of the seman-
tic similarity algorithm in parallel on the incoming
tweets.

3.3 Relevant Tweet Delivery
In scenario A, it is also important to use effective
push strategies because the number of tweets that
can be sent to a user per day per interest profile is
limited. We use three different push strategies for
our three runs.

3.3.1 Strict Threshold-based Push Notification
For our run 1, we use a simple push strategy that

prioritizes how relevant a tweet is to an interest pro-
file, and only pushes a tweet when the system has
determined that the message is highly relevant for
an interest profile. In this method, to ensure strong
relevancy, relevancy measurement threshold is set at
0.75 for all interest profiles. Any tweet for which the

gories of textual features. Let Ci be the set of textual
features for the i

th textual feature category. For ev-
ery textual feature category Ci of some interest pro-
file t 2 T , we first calculate a category relevance
using the following:

relevance(Ci) =
X

c2Ci

l

2
c

nc ⇥maxn(Ci)
(1)

In equation (1), lc is the maximum number of
rightmost words from phrase c that appears in the
tweet consecutively and in the same order. The rea-
son for using word sequences that are rightmost in
phrase c is that the extracted textual features are
most commonly noun phrases, in which case the
rightmost word is typically a head noun and the left-
most words are typically noun or adjective modi-
fiers. For example, for the phrase ‘subway commut-
ing problem’, the word ‘problem’ is the head noun,
and ‘subway’ and ‘commuting’ are modifiers.4

Here, nc is the total number of words in c, and
maxn(Ci) is the maximum phrase length (in terms
of words) among all of the phrases in Ci. The cat-
egory relevance score for the category Ci would be
1.0 when the longest phrase in Ci would appear in a
tweet. That is, for the same example, ‘subway com-
muting problem’ is rewarded more over ‘commuting
problem’ for appearing in a tweet, and contributes
with the highest score if it is also the longest phrase
in its category.

Once the category relevance score is calculated,
we find a weight for each category, and our final
score for an interest profile t 2 T is the weighted
sum of the category relevance scores, calculated by:

profile relevance(t) =
CX

i=1

wi ⇥ relevance(Ci) (2)

All profiles with the profile relevance score above
a threshold are then considered as candidate pro-
files for the tweet. For learning the weights wi, we
used tweets with their relevance judgements from
the 2015 TREC Microblog track. For this, we use
each category of textual features individually, and

4Although, some of the textual features we extract are also
verb phrases, in this work we mainly focus on matching the
noun phrases.

determine the weight that maximizes the Expected
Gain (EG) (described in Section 5.2). We then nor-
malize the weights so that they sum to 1.

3.2.3 Novelty Detection
Once the relevance of a tweet is established, we

ensure that the tweet is novel, i.e., the content of the
tweet has new information relative to tweets previ-
ously sent to the user for the same interest profile.
Similar to last year (Hasan et al., 2015), we deter-
mine novelty by comparing ordered lexical and se-
mantic overlap of the tweet content with previously
sent tweets, using a textual similarity algorithm by
Li et al. (2006). This algorithm computes pairwise
text similarity between two given texts and returns a
similarity score between 0 and 1. Similarity score
1 indicates the two text strings are exactly same.
We used 0.65 as our threshold. As soon as the sys-
tem finds a similar tweet with similarity score 0.65
or higher in the already-pushed tweets pool, it dis-
cards the new tweet and processes the next tweet,
and pushes the next tweet otherwise (i.e., no similar
tweet have been pushed for the interest profile). For
novelty detection, we need to compare a new tweet
against a pool of all pushed tweets for an interest
profile. Thus the size of this pool keeps increasing as
our system keeps pushing more tweets and the nov-
elty detection processing time per tweet also keeps
increasing with time. To increase the efficiency of
our system, we ran several instances of the seman-
tic similarity algorithm in parallel on the incoming
tweets.

3.3 Relevant Tweet Delivery
In scenario A, it is also important to use effective
push strategies because the number of tweets that
can be sent to a user per day per interest profile is
limited. We use three different push strategies for
our three runs.

3.3.1 Strict Threshold-based Push Notification
For our run 1, we use a simple push strategy that

prioritizes how relevant a tweet is to an interest pro-
file, and only pushes a tweet when the system has
determined that the message is highly relevant for
an interest profile. In this method, to ensure strong
relevancy, relevancy measurement threshold is set at
0.75 for all interest profiles. Any tweet for which the
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Real-time Summarization
Philips Research

• Run 1: static relevance threshold

• Run 2: start with high threshold, and after 12 hours, 
decrease threshold based on number of pushed tweets

• Run 3: start with low threshold, and after 12 hours, 
increase threshold based on number of pushed tweets
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Real-time Summarization
University of Delaware (Fang)

• Interest profile expansion using average PMI between 
query terms and terms in 300 search results

‣ once before evaluation period

‣ at the start of each day

• Learn optimal threshold using linear regression

‣ clarity score

‣ top tweet score

‣ difference between top and tenth tweet scores

• Filter tweets based on Jaccard similarity with most 
similar previous tweet
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Real-time Summarization
University of Delaware (Fang)

• Clarity score: dissimilarity between language model of 
top results and background language model

P(w|qQ) =
10

Â
i=1

 
P(w|Di)⇥

score(Di, Q)

Â10

i=1

score(Di, Q)

!

KLD(qQ, qG) = Â
w

P(w|qQ)⇥ log

✓
P(w|qQ)

P(w|qG)

◆
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Real-time Summarization
University of Delaware (Carterette)

• Interest profile expansion using top tweets (terms, 
hashtags, usernames) and top web results

• Novel tweets identified using dynamic clustering, using 
a threshold to decide if a tweet belongs to a new cluster

• Interest profile IDF values generated using external 
twitter corpus.
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Real-time Summarization
University of Maryland

• Learning to rank using a wide range of features

‣ scoring functions (e.g., Jaccard, Cosine, BM25)

‣ tweet features (e.g., length, hashtags, urls)

• Novel tweets identified based on similarity with most 
similar previously pushed tweet

• Relevance threshold set to MIN and MAX score given to 
top tweets returned by twitter from past two weeks
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Real-time Summarization
Qatar University

• Cosine similarity between TF.IDF term vectors

• IDF values derived from emerging index

• Score tweets based on relevance and timeliness:

Figure 1: A high level overview of the core real-time summarization system

lution for both scenarios, and then discuss each component
in the system in detail in the following subsections.

2.1 System Design
The system’s processing pipeline first filters out any in-

coming non-English tweet using the tweet language attribute
provided by the Twitter API. A tweet is then preprocessed
to remove special characters (e.g., emoticon and symbolic
characters). If a tweet is a retweet, it is replaced by the orig-
inal tweet. The system then preprocesses the tweet before
indexing it. The preprocessing phase involves a sequence
of steps: stopwords removal, stemming, URL removal and
finally, low-quality tweets removal. We define the low qual-
ity tweets by their content length (after preprocessing) and
the number of hashtags and URLs they contain. Thus, we
filter out any tweet with text length shorter than five term
or contains more than one URL or three hashtags.

At this stage and before a tweet is examined against all
interest profiles for relevancy, we perform a simple tweet
expansion. We extract the hashtags from the tweet itself
and add them as terms (i.e., without ’#’ prefix) to the tweet.
Additionally, to boost relevance filtering speed, we apply a
Boolean relevance filter that excludes any tweet that does
not match at least one term in the title of any interest profile.

Interest profiles consist of three fields: a short title that
describes information need, a description of one or two sen-
tences and a narrative paragraph that gives the whole pic-
ture about the information need. We only utilize the title
field in our system as our experiments on the test collec-
tion from TREC-2015 showed that adding those two fields
harmed the overall summarization e↵ectiveness. Once the
system starts, it fetches the interest profiles from a broker
which is a REST API hosted by TREC organizers [3].

We use the vector space model to represent both the in-
terest profile and tweet as vectors ~q and ~t using idf-based
weighting scheme. Since we need a dataset of tweets to com-
pute term weights, we initialized the system with a 5-day
stream of tweets preceding the beginning of the evaluation
period. The system also indexes the incoming tweets during
the evaluation period.

We compute the term weights using the following equa-
tion:

idf(term) = log
N � df(term) + 0.75

df(term) + 0.75
(1)

WhereN is the number of tweets in the collection of tweets
used to extract term statistics df(term) is the document
frequency of the term.
Relevance and Novelty: The RTS system relies on rele-
vance and novelty scores to identify candidate tweets to push

to the user. It first computes a relevance score for an incom-
ing tweet compared to each interest profile using Cosine simi-
larity. To e�ciently compute relevance scores, an in-memory
index of profile vectors is maintained to match an incom-
ing tweet with potentially-interested profiles. The relevance
model makes a threshold-based decision in which it consid-
ers a tweet with similarity score above relevance threshold
⌧r as potentially-relevant tweet to a profile. The potentially-
interesting tweets of each profile are then examined against
all previously pushed tweets for the corresponding profile to
measure novelty. The overlap between a potentially-relevant
tweet and each pushed tweet is computed using a variant of
Jaccard similarity. A tweet is considered novel if its similar-
ity score does not exceed a novelty threshold ⌧n compared
to any of the pushed tweets, otherwise the system ignores
it. Both relevance and novelty thresholds for all topics for
both scenarios are static over the evaluation period.

2.2 Push Notifications Scenario
The push notifications scenario simulates a recommender

system that send pop-up messages to users on their mobile
phones after identifying tweets matching their interests. The
task design restricts the number of tweets to push per profile
to 10 tweets per day to avoid overwhelming the users with
a flood of tweets. Having such limited number of tweets to
push, the system should wisely select the best tweets to push
to the user. We explain next how we used tweet freshness
to nominate tweets to be pushed for an interest profile.
Tweets Nomination Strategy: While tracking all inter-
est profiles simultaneously and monitoring the tweets stream,
the system maintains a list of candidate tweets (i.e., relevant
and novel tweets) per interest profile. The RTS system pe-
riodically pushes a tweet to the broker [3] for a topic if the
system overtakes a silence period � or it has already found l

relevant and novel tweets per topic.
Before actually pushing a tweet through the broker, the

system ranks tweets in the candidates list based on relevance
and freshness using the equation below:

S(t) = Sr(t) ⇤
100� (CurT ime� time(t))

100
(2)

Sr(t) is the relevance score of tweet t computed using cosine
similarity between a profile and the tweet, CurT ime is the
current system time, and time(t) is the tweet creation time.
Profile Expansion: The system periodically enriches the
topic representation for an interest profile to cope with topic
development over time, using Rocchio’s pseudo relevance
feedback over two di↵erent sources. As a first source of
expansion terms, the system uses the top k terms extracted
from the list of potentially-relevant tweets to each profile

• Push one tweet after T minutes of silence

• Interest profile expansion based on emerging corpus 
and Twitter API (TF-scoring)

• Novel tweets identified using Jaccard coefficient with 
previously pushed tweets
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Real-time Summarization
University of Toulouse

• Score tweets using number of terms in common with 
interest profile

• Novel tweets identified using Jaccard coefficient with 
previously pushed tweets

• Push all novel tweets with score greater than a threshold
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