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1 Introduction

It has been more than a year since we started crawling YouTube for videos and contextual informa-
tion on various topics, as a part of The VidArch Project.1 In this one year we finished nearly 300
crawls and collected thousands of videos with dozens of attributes each. The present report looks
back at this year of YouTube crawling and consolidates our collections and findings. The report is
divided in three parts: (1) processes, (2) collections, and (3) tools. Finally, we enumerate some of
the things we learned from this experience.

2 Processes

There were three major processes involved in this project as shown in Figure 1: (1) planning, (2)
collection, and (3) analyses.

Figure 1: Three stages of our collection process. Notice how each of the stages informs the others.

2.1 Planning

Having decided to collect and study videos from YouTube, the planning process dealt with the
following questions.

1. How to collect? We decided to use queries as seeds to crawl YouTube. We were interested in
collecting not only the videos, but also the related information on those videos - both static
and dynamic. We called the static kind of information metadata and the latter kind context.
The framework that we used for this process is shown in Figure 2.

1http://www.ils.unc.edu/vidarch/
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Figure 2: ContextMiner: YouTube video harvesting and monitoring component

2. Given that we wanted to collect by querying YouTube, now we had to come up with the
queries. At that point (late April 2007), we were interested in studying the 2008 US presi-
dential election videos [Shah and Marchionini, 2007d]. We, therefore, found it sensible to use
names of the people likely to run as candidates as queries to retrieve the relevant videos from
YouTube. We obtained this list from Wikipedia2 and added half a dozen general queries to
it, creating a total of 56 queries.3

3. The next question to answer in planning was how deep should we go in a rank-list returned by
running a query. The prototype that was functional in April 2007 was designed to retrieve the
top 10 results. We felt the need to get more and decided to get the top 20, which is exactly
how many YouTube lists on the first page of a result page. This number seemed fine at that
time, but just out of curiosity we decided to see what we could get by taking the top 40, 60,
or even 100. Finally we decided to run the queries obtaining the top 100, analyze the results
at the end of the first month, and then reevaluate the strategy. A report was produced at the
end of three weeks of crawling, showing the effects of crawling different number of results for a
query, as well as overlap of results among the queries. We decided not to change the existing
scheme as there was no harm in continuing the get the top 100 results for every query. Later
this would become one of the issues. In January 2008, we also did a few crawls for a selected
set of queries obtaining the top 1000 results.4

4. What should be collected as context? Almost everything around a video, such as tags and
comments, can be considered as the context for that video. We decided to collect the most
of such attributes from YouTube, calling some metadata and the others context. We defined

2http://en.wikipedia.org/wiki/United States presidential election, 2008#Candidates and potential candidates
3We added one more query later, making it 57.
4For a given query, YouTube does not give more than 1000 results, even if they exist.
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metadata to be the kind of attributes that remained constant and were primarily posted
by the author of a video. Contextual information, on the other hand, was regarded as the
dynamically changing attributes, mostly provided by the visitors of a given video either
explicitly (e.g., comments) or implicitly (e.g, as aggregated page view statistics). One of the
attributes that we were not collecting was the video responses, which we later found important
to collect and incorporated in the crawlers that we built for other topics.

5. One last question we had to answer was how often to collect this contextual information.
Since it was cheap enough to do it every day, we decided to run our crawler every day. To be
specific, we would (1) query YouTube every day and examine the top 100 results. For each
result, if it is not already in our collection then store the metadata information about these
new videos as well as any context information (and also download the video itself), and if it
is already in the collection, then only update the contextual information (e.g., position in hit
list, new comments, etc.).

2.2 Collection

As we started running our crawlers and collecting the data and contextual information, we encoun-
tered many challenges and had to revise some of our decisions made in the planning phase.

1. We originally planned to download actual videos in flash format and then later convert them
to mpeg. However, we did not start this process for some time as we lacked the infrastructure
to store and backup such data so we did not download the Flash files immediately. Soon we
realized that several of the videos that we had found at some point were disappearing from
YouTube for various reasons.5 We, therefore, immediately started downloading the videos
and also came up with a way to backup these videos as well as our databases using SRB.6

2. During the summer of 2007, the machine on which the crawler was running broke down and
we had to shift everything to a new machine. A few days of crawls were lost. Because we
were backing up our data to another machine, we did not lose previously captured data.

3. One of the biggest issues facing the type of crawler that we have is the changing structure
of the YouTube Website. Since our crawler depends heavily on this structure, every time
YouTube changes the structure of their site, it may break something in our collection process.
Over the year we had to change our crawler code several times to reflect the updates on
YouTube.

4. As per a decision made during our planning phase, once we find a video, we do not drop
it. This means, our collection keeps increasing monotonically. This translates into increasing
amounts of computing and storage demands from the crawler. A few times our crawler could
not finish the whole crawl in 24 hours and we had to cancel the crawl for the following day.
We have tuned the crawler several times over this year trying to optimize its performance. At
the time of writing this, our election crawler is able to successfully complete its run in under
12 hours.

5. One of the intensive tasks our crawler does is to collect comments. With every crawl, it
collects all the comments for all the videos collected so far. Even though there might be only
a few new comments on a given video since the last crawl, we collect all the comments so far.

5We found about 15% of the videos that we had in our collection were taken down.
6http://www.sdsc.edu/
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This results in collecting millions of comments every day. This is very rich data, but we have
not yet begun any serious analysis of comments.

2.3 Analyses

Given what we have in our collection, there are several directions we could take for analyzing it.
Some of the analyses that we did are summarized below. These analyses, among other things, also
helped us revise our planning and collection processes.

1. We were interested in looking at “significant” changes between two crawls for a query. This
was accomplished by providing a mechanism on our interface to report the intensity of a
change, as well as letting a curator decide what constitutes as a “significant” change (Figure
3).

Figure 3: Setting monitoring preferences for a query

2. Not everyone that participates on YouTube plays an equal role. We were interested in identi-
fying those key people who do play a vital role that could affect a video (and through that, the
population) significantly. We adopted an idea of identifying collectors, mavens, and salesmen
[Gladwell, 2002] and applied it to our collection. [Shah and Marchionini, 2008]

3. Most videos in our collection follow a “uniform” pattern, but there are a few videos that
exhibit a different behavior. This includes unusually high number of comments (popular on
YouTube), or in-links (popular on the Web). We found these videos doing linear regression
among these kinds of parameters.

4. We did some analysis on a collection of political blog posts that reference YouTube videos as
well as our own collection of YouTube videos to understand how we could help digital library
curators with decisions of what to collect and what are the trade-offs of different processes.
[Capra et al., 2008]

5. We are now looking at the relevance of our collected videos for a specific set of topics. We
know it intuitively that the most of the videos we collected with our election crawler are
about the election, but if we zoom in further, do we also find that the query Barack Obama
brought us videos that were about Barack Obama? How can a curator quickly make such
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judgments to inform the processes he has employed? We are working on this kind of analysis
at present. Additionally, we are developing user interfaces with high efficiency surrogates so
that curators can quickly make such relevance judgements without viewing the entire video.

3 Collections

Apart from the election crawler, we have also been running five other crawlers on different topics
for nearly a year. The sizes of the collections generated by these crawlers are reported in Table
1. It is important to note that for the crawlers other than the election, we have duplicated the
multi-word queries. For instance, query Renewable Energy Sources is also posed as “Renewable
Energy Sources”.

Table 1: Sizes of different collections (as of May 20, 2008)
Crawler # Queries # Total Videos
Election 57 20,637
Energy 48 8,737
Epidemics 5 682
Health 14 10,644
Natural Disasters 18 12,758
Truth Commissions 4 1,447

Parameters such as views, comments, and ratings for the election collection, along with the size
of the collection over the past 12 months are plotted in Figures 4-6.

Figure 4: Total and unique number of videos over 12 months

5



Figure 5: Average number of views for the collected videos over 12 months

Figure 6: Average number of comments and ratings for the collected videos over 12 months
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4 Tools

Along with creating collections, we also developed some tools that helped us in our processes, and
are now open for public use.

• ContextMiner
ContextMiner is a simple and intuitive interface for a digital library curator. It is meant to
help the curator in collecting metadata and contextual information for a digital object to be
preserved [Shah and Marchionini, 2007b].

• TubeKit
TubeKit is a toolkit for creating YouTube crawlers. It allows one to build ones own crawler
that can crawl YouTube based on a set of seed queries and collect up to 24 different attributes.
TubeKit assists in all the phases of this process starting with database creation to finally giving
access to the collected data via browsing and searching interfaces [Shah, 2008].

• DiscoverInfo
DiscoverInfo is a tool to explore a collection of documents using searching with a typical
search-engine-like interface, browsing with term-clouds, and discovering new information with
the help of novelty visualization for documents [Shah and Marchionini, 2007c].

• DIToolkit
Using DIToolkit, one can automate the creation of interfaces such as the one shown in the
DiscoverInfo demo. DIToolkit enables one to point to a website, get a crawl of it, index the
documents (text, html, pdf), and provide searching and browsing capabilities that include
relevance ranking and a novelty grid.

5 Things We Learned

Crawling YouTube for videos and contextual information is a part of a larger effort to capture con-
textual information for digital curation [Shah and Marchionini, 2007a]. A core idea of this research
is to identify what we need to tell the whole story about a digital object [Marchionini et al., 2007].
This involves, among other things, selection of the objects, capture of the context, and preservation.
While we are still in an early stage of this work, we have learned quite a bit from our experience
so far, some of which are enumerated here.

1. Backup.
There were times during our collection process when we were afraid of losing our valuable
data. Had that happened, all the hard work would have gone to waste.

2. Get it before it’s gone.
As mentioned earlier, many videos keep disappearing from YouTube due to various reasons.
Any time we did not download the video immediately after encountering it, we took the
chance of losing it forever.

3. Complete automation is an illusion.
The crawlers that we developed were designed to do everything automatically, including pro-
ducing the analysis reports. However, this very nature of automation also made it difficult to
debug when things went wrong. Our crawlers were running around the clock - automatically,
and often it was hard to work around their schedules. Moreover, changes in the data source
require modifications to the code and perhaps the work flows.
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4. There is nothing like too much data.
When we began crawling, we thought getting the top 100 videos for a query would be too
much. We were likely to reduce it to some reasonable number after a few weeks of crawling,
but we continued the same process thereafter. In fact, later we were debating if we should
get even more.

5. Everything is contextual and anything could be context.
We have been collecting nearly two dozen attributes for each video including all the text
comments during every crawl. This seems good enough to provide the context for a video.
But then we found blog posts about these videos, and other sorts of in-links that are related.
Of course, at some point someone (a curator) has to make a decision where to stop, but
potentially almost anything could serve as context.
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