Metadata symposium notes

Sheila Denn

Gary:

Integration project

Need to integrate horizontally across federal agencies and vertical down to the state, corporate levels etc.

Users should be able to pull from disparate dbs transparently

Main goal is to serve ordinary citizen, not statisticians, academics, etc. – so need to help people not just find but understand

Can’t solve the integration problem at the backend, so solution is to have public intermediary to deal with the data once it comes out from behind the firewall.

Wendy – how do you deal with data inconsistencies? For example where data has been corrected vs.uncorrected? How do we reconcile these differences? What about the problem of undocumented numbers?

We’ve run into all of these problems, but we don’t have solutions as of yet.

Wendy – who is going to be creating this metadata? 

We’re trying to take multiple approaches to that. Eventually agencies will need to create this metadata. We envision a model that will eventually be built and implemented by the agencies. We’re looking for ways to create metadata at least partially automatically.

Wendy – There’s a smokestack effect – are we looking at doing the cross-comparisons?

We would like to work through the FedStats consortium for this. Stephanie has done some terminology crosswalks, Cristina is working on the ontology, glossary development to work on instance-level vs. generic level. We’re poking at the problem.

Wendy – one of the things we are dealing with is having a thesaurus and creating a pick list makes sense for microdata, but how do you structure the aggregate data? Trying to get the user to define their questions more accurately. Aggregate and microdata people are doing very different things. At what point do you move people from aggregate data to microdata?

If the microdata is made publicly available, it would  be more of an issue for us. At this point, the microdata is something the agencies will need to think through.

Wendy – is our intent to relay data tables in their original structures or relating the information within it. If it’s the info, have an opportunity to describe it differently and not have to worry about how the data was originally displayed.

We’re not thinking of this as serving maps, but serving spatial data. Our goal is to have tables on the fly, but also have the material as displayed in the “official report”

My talk (don’t have complete notes for this)

Need to be concerned about geographic time – how the geographic footprint of some geographic entity changes over time. This is relevant for things like congressional districts, etc. Also, counties and towns can change names over time.

Wendy’s talk – we weren’t clear on how the DTD should be used, and we were looking at an earlier version. Need to be looking at 2.03.

Think of variables as a concept – that definition doesn’t change when we move to aggregate data. Think of it as a mathematical matrix.

V1      V2       V3

D1      D2       D3 (dimensions in a matrix)

Age X Race X Sex

<var ID=”V1”>

<labl>Age </labl>

<catgry>


<catvalu>1</catvalu>


<labl>less 18 year</labl>

<catgry>

<catgry>


<catvalu>2</catvalu>


<labl>18+over</labl>

<nCube>

<labl>Age X Race X Sex <labl>

<universe>Persons</universe>

<dmns rank=”1” varRef=”V1”></dmns>

<dmns rank=”2” varRef=”V2”></dmns>

<dmns rank=”3” varRef=”V3”></dmns>

<measure unit=persons scale=”X1” [not expressed in thousands, but per case]

No location information – nothing indicating where a particular cell is located. All of this describes the content of the cell. If you stacked it the way the Census Bureau does:
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The physical location is coded in a different location.

Allows you to get back to all the information about a cell. It means you can search for just say “all the white females under the age of 18.” Search category labels, var labels, and universe statements. The label of the nCube should reflect the variable labels and the universe labels in order to be useful. People are not consistent about this. What this adds is the relationship between the cells. In the old method, if you describe that particular cell in the microdata format in the original format of the DDI, it wouldn’t tell you how the different categories relate to one another. All we did by adding the matrix definition is describe the relationship between the cells. Given that it was designed around the Census data tapes, the matrix was a natural structure. IN 2000, they also give subtotals – so you no longer have a simple matrix. So now you have nested matrices. DDI would describe the above (with totals) as 4 separate nCubes. Then can create an nCube group that shows the parent-child relationships.

What you’re describing is not a display, but how the data was created. They did a crosstab – but the sums were created in a different step. The display is a completely different issue.

What you’re trying to avoid is having to create a search system with a whole slew of if-then statements – want to be able to handle things consistently. 

With a table like the CPI example, there are a whole bunch of nCubes, based on the crosstabs.
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Sometimes there is implied data that is dropped out (some 1990 Census data, they give a total pop and females – males not included explicitly, just implied).

Trying to create controlled vocabulary within the project.

Deal with geography as a separate issue. There may be rules underlying a listing of specific areas.

Ashish Q: How do you distinguish between 0, null, missing, etc.

Lack of controlled language in DDI structure. Something they’re working on.

Footnotes and supplemental material (study statements, etc.), often included in separate documents that are pointed to.

Need to add in a display element to DDI to handle cases where you need to be able to recreate how the data was originally displayed.

[Went through example of nCube definition using the CPI table housing section]

V1 Housing Portion

c1 Shelter

c2 Fuels & utilities

c3 Household furniture

V2 Housing Portions

cg1 shelter <c1 c2 c3 c4>

cg2 fuels & utilities <c5 c6>

cg3 household furniture <c7>

c1 rent

c2 lodging

c3 owners

c4 tenants

c5 fuels

c6 water

c7 household ops

v3 fuels

c   fuel oil

c   gas

How you choose to organize the hierarchy of a table into nested nCubes is a design decision. There’s still art (rather than science) to this!

How much do you want to handle in the metadata vs. in the search functionality? For instance, you can hardcode dates, like the unadjusted percent change from Aug. 2002 and July 2003 to Aug. 2003, or you can define it as being percent change from year before and month before and then assign a date to the nCube.

Junliang – RB demo

One-to-one correspondence between film instances and director and year. So at this point not good for multiple directors, it would have to be displayed as multiple records for the same film (because of the RDBMS underlying architecture).

Sarah’s talk –

Application tasks

To understand issues related to geographic metadata, we need to understand classes of use.

Here’s what I picked up from docs I read about how geography comes into SKN tasks

1. Describing the geographic scope of a statistical product (geographic extent) – basic geographic coverage of an entity. That’s what the geogcover data element is trying to deal with. 

2. Describing the levels of geography available in the statistical product (smallest geographic unit, larger units for which variables exist to assist in aggregation) -- ?How does enumeration fit into this?? GeogUnit covers smallest unit – but Sarah thinks we might need more than that depending on the kinds of queries people are trying to ask. Wendy – DDI debating on how to get across detail of levels between geogcover and geogunit. Geographic extent for entire set is a bounding box, and this is reasonable if you’re using geospatial functions for searching, but it could describe more than actually exists in the data set. Exactly what is useful to describe for the user –it’s probably not the bounding box. We need to decide what it is that we want to do. Maybe we want something more like an attribute description. So you could have something with geogcover “US” but then you have to decide if it’s the coterminous US, etc. It struck Sarah that geogcover wasn’t likely to cover all of our needs. problem (from Wendy) – how do we get this info from the sources we will actually have at hand? Maybe we need multiple approaches. Her idea with our example of selected cities is to use a bounding box, that enumerating the cities doesn’t make any sense. Again, extent may not be enough.

Wendy – extent, smallest unit, and then something in between to describe the intermediate levels

Sarah Q re what values to put in there. Wendy answered that it’s vague, there is no structured terminology for that at this point.

Sarah Q re possibility of creating a structured terminology. Wendy answered that it will be difficult, they tend to opt for less structured terminology within the DDI, and more structured terminology being imposed by individual projects. Geography’s going to be a real problem because of differing usages of terms.

[side note: FGDC is standard adopted by federal govt. for geographic metadata. We could pick elements from it if we were going to try to record geographic metadata spatially. We would need to have a real GIS person to help us with that, very complex.

Describing geographic extent of statistical product (horizontal dimension)

Can geogcover have general scope with more specific attributes about what this actually means

· Commonly used terms vary in specific definition across data sets

· Eg, US might be the coterminous US or it might include the protectorates/territories (Puerto Rico, Guam,etc.)

· Disconnected geographic entities cannot be described as a single term or bounding polygon

· A single term is insufficient

· Consider general extent term and definition of that term in context of data set

· GeogExtent=US

· GeogExtentDef=list states that are included in definition of US for this dataset

· An issue is at what level should GeogExtentDef be defined?

Wendy – FGDC really designed to represent the geography. When talking about textual data, for example, the link between that data and a geographic projection or file is either through a namespace or a coding scheme.

Gary – what elements might we pluck from the FGDC? What must we really have? Having a hard time seeing how an end user might need to have such a high level of detail.

Carol – has been thinking about this as a statistical literacy problem – we don’t need to resolve all these and express in a DTD. We probably are thinking about tools that provide help with statistical literacy issues. So we could have a tool that pops up and lets people know when they are looking at data from two different time periods, there might be issues to consider. So maybe instead of coding everything in metadata, we can make a taxonomy of comparisons that will cause problems, and then provide just-in-time help to deal with those problems.
Wendy – also been talking about the importance of time. DDI doesn’t handle this well (at least not geographic time), so you get when the info was produced and published, but not the time period the data aggregation represents. (Another example – “Where did you live five years ago?” When someone gives an answer, what geographic units they are really using depends on what those units were five years ago –

Carol – may need to have attributes to deal with definitional changes, not just in geography but in other areas, over time.

There are some geographical ontologies. Someone in the CS dept at Iowa State is interested in these. The ones that Sarah has looked at are not very good. Les Miller is the person who was looking at this. Sarah was thinking about how to express these things, and the values matter.

Stephanie – Are there ontologies that merge named entities (political boundaries) and spatial boundaries?

Sarah – agrees that that crosswalk would be very useful.

Gary – we should do some talking about geographic ontologies – we have said we were going to pull in domain ontologies, and the geographic one might have some interesting linkages to the statistical ontology we’re developing.

Stephanie – What’s reasonable to do in a first-level search pass to pull in an initial set of interesting items without overwhelming them.

Carol – this overlaps a bit with business rules – [asks Sarah if there are studies that look at this]

Sarah – have approached from different perspective of trying to get users to use GIS systems. Trying to understand how people are using maps. Also trying to get people to use aerial photographs and tablet computers.

Stephanie – Do we need to be taking task differences into account? You’re looking at people following a path, and we have another way of looking at a geographic space as a static thing, and then Wendy pointed out a halfway point where someone starts looking at a single location and travel out from it, gathering data as they go. Will that difference in usage make a difference in terms of how things are represented in a geographic ontology.

Sarah – some person prefer written info because they don’t relate to geography as a spatial thing.

Wendy – The way the general user comes to look for data, they look for a particular place, but then they want to either move up the geographic hierarchy or even in contiguous areas. That’s a very common request.

Carol’s talk –

All of this is more complex than she had thought!

So maybe what we need for universe instead of a controlled vocabulary is an ontological crosswalk.

Issue of using what they tell us vs. what we know it is. Do we need to keep both in the DTD?

Wendy – To the extent that someone, somewhere will want to search for that document using the original term. 

That leads into another component of business rules. We need to have guidelines for how to use our elements.

How did DDI work through the guidelines?

Wendy – the first tag library came out as the elements and attributes were created. Some had examples, some didn’t. Went through to make sure that every description listed attributes, gave example, and have some common usages. Not complete, and problematic applications are not covered. Some structured language has been created, particularly in the area of attributes. Information in attributes more likely to be used to populate and run a program. Ways of identifying when you are using a particular structured language. Is amazed that people actually get as much out of the tag library as they do!

Carol – Need to add in the attributes that need to be standardized as well. In terms of guidelines, are there any that we can begin to express in the element set? 

Wendy – Did a group of documents, to kind of develop the guidelines, and then had to retrospectively fix the documents.

Start out with how to handle particular situations that you know you’re going to run into. People doing markup need to keep notes on places where they were unsure, look for patterns so we can develop the business rules as we go along. Start with what you know. Have the markup people working with series of documents so that they can see an overriding themes. Make sure those who are going to be programming against these metadata are involved in the process. Can really only build this from experience.

Carol – one of the important points is that we need to have a mechanism to save the problems as people are doing markup. Needs to show what problem is, where it is, why decision was made.

Gary – So what’s the best way to actually instantiate that?

Carol – Make up worksheets separate from document themselves. Probably a paper form right now.

Wendy – Good to have more than one person marking up the same document. Some people may not require business rules for a particular element, while some may.

Miles – perhaps clustering work could be used to build subject headings.

Wendy – In XML, an ID has to start with a letter.  ID and IDRef are the ways to refer back to other entities. Look at how to structure the XML pointers. Need to be sure that the system we use for entering metadata can assign unique IDs properly.

Carol – Move on to next topic in business rules. Rules we are going to need when we start trying to compare across our marked-up entities. Example is when the user gets two documents, both of which talk about the variable unemployment rate, how do you determine which source of variable to privilege. Would like to brainstorm those kinds of instances for which we need to define business rules.

Wendy – Like what do you do when you have corrected vs. uncorrected data, what about data from two different agencies, full count vs. survey data, data that has been suppressed or unsuppressed, data that is imputed rather than actual values, categorical data that shouldn’t be operated on? Particularly for imputed data, when do you actually let the user know that? A lot of studies have looked at how you relay the info about variance and imputation to an end user.

Carol – Not sure when we should worry about these.

Gary – Confidence intervals? Statisticians are concerned about this, will it be a concern for end users?

Carol – These are all part of data quality.

Stephanie – It came up in the metadata user study that just looking at one month’s data did not tell the full story. At this point you’re actually beginning to revise the user’s query. Are we supposed to be doing reference work to that extent?

Carol – Important points we will need to make some decisions about.

Stephanie – Original idea about business rules was to start with easy cases, like geographic coverage, time periods, same word different concept, same concept different words.

Stephanie’s talk –

The issue of relationships and inheritance arose out of discussions about what kinds of documents we’re trying to represent and what kinds of relationships we need.

Relationship Issues

· Purpose of relationships in DTD

· story behind the number

· support tools (search, browsing, display, help)

· support inheritance

· others

· What relationships do we need?

· necessary, sufficient, minimal

· can’t support every inference possible

Intellectual divide between connections that can be made automatically and more scholarly/informed interpretations.

· Inverse relationships – explicit or assumed? Cancellable?

· eg, contains, contained in

· Defining inheritance rules for each relationship

· Mechanisms for supporting relationships in DTD

Cristina – also a problem of representation. Inverse not easy to represent even in an XML schema.

Wendy – what about something that is a child of multiple hierarchies?

Jonghoon – If you can define a relationship clearly, then the inverse relationship can be assumed automatically. 

Gary – What about n-ary relationships?

Stephanie – Going to have repeatable relationships, like contains.

Wendy – part of the value of inheritance is the ability to enter once and propagate.

Gary – Thinking about multiple dependencies – to say that CPI depends on housing doesn’t tell enough of a story.

Stephanie – So do we want to model in binary relations or in n-ary relations?

[missed a bit]

Relationships in GovStat DTD

· Entity instance of Entity

· Entity contains Entity <proposed>

· Entity RelEntID-ref, RelType

· NCHS National Vital Statistics Reports, 51(1), Mean Age of Mother 1970-2000

contains

Graph: “Figure 2. Mean and median age of mother by live birth order, 1970-2000”

· Table contains nCube

Other proposed relationships

· Entity derived-from Entity

· analysis report derived-from study

· Entity cites Entity

· Report cites Report

· Report cites News Release

· Others?

· correction-of, related-to or sibling-of

Ron – What happens when the way the data is calculated changes?

Wendy – This is where you use time attributes to say that at one time a certain formula was used and at another time some other formula was used. If you have a way to express the formula, putting the datestamp on is the easy part.

Inheritance Issues

· Metadata elements to use as test cases for inheritance issues

· ProdDate, GeogCover, VarID-ref, TimePrd

· Use relationships as means of inheriting metadata values

· Entity contains Entity

· Report contains Table; Table inherits Report ProdDate

· Table contains nCube; table inherits VarID-ref

· Default inheritance: assume that entity shares values of related entity.

· Direction of inheritance part of relationship definition

· Cases where default should be not to inherit?

· Multiple inheritance: entity draws on information from more than one source

· Data integration – one of GovStat’s goals

· Which values from which source?

· table contains nCubegrp or multiple nCubes

Wendy – Can make it so you inherit general values for attributes unless it is specified otherwise.

· Overriding default values

· Report contains Chart

· Report GeogCover=US

· Chart geogCover=Southeast US (subset)

· Report contains statistic

· BUT

· Report GeogCover= Southeast US

· Graph GeogCover = North Carolina and US (US included for comparison)

· Do nCubes help here?

Wendy – Need an intermediate level for describing geography. Came back to the idea of the reference interview in this interface.

Stephanie – Can we use the same principles for time?

Wendy – Can declare that we give most current data as default. Need to be clear about these defaults.

Stephanie – Are there mechanisms for supporting inheritance in the DTD?

Discussion of how nCubes fit into our scheme. Proposed that we eliminate the table EntType and replacing it with nCubeGrp. Record for a document that contains a number of tables would include some number of nCubeGrps and nCubes.

What are the tradeoffs between having large XML markups of large documents containing a number of tables and having smaller markups of the individual tables within the documents?

Gary – Wondering what the implications are for implementation if we ditch tables and think of these things as nCubegrps.

[Jonghoon and I, in a side conversation, were wondering whether with the nCube we would want to build a “virtual table”, say for the CPI, that would merge all of the data over time into one place --]

Saturday Discussion

Need to declare global attributes – can’t point to an element unless it has an ID associated with it.

Element

Attributes %a.global



sdatRef
IDREFS
#Implied



methRef
IDREFS
#Implied



pubRef
IDREFS
#Implied

Definition later on for attributes in a.global:

ID

xml:lang

source

StudyGrpDscr

might want to add dates of methodological changes with details of how they are selecting samples. Or other major breaks. (like changes in how to recalculate CPI, definition of poverty, etc.) Don’t use notes fields unless absolutely necessary, make it easier to program against when elements are fully described and specified. Change in agency might be noted also.

Notes is more for keeping track of things you know you want to have a record of, but you’re not sure how you are going to use.

So new elements/attributes for StudyGrpDscr include date of change, type of change, description of change. Presence of these elements would imply that we want to pop up a flag to the user, we could associate some kind of warning with different kinds of change types. Also might want to have an indication of whether the study provided a comparison of how the change impacts info already collected.

When we come up with controlled vocabularies we will need to have very clear definitions of terms. Include an Other value that could take values that don’t fit in controlled vocabulary. Makes it possible to go back to everything marked Other and decide if a new item needs to be added to the controlled vocabulary.

What about changes that affect more than one study group?

EntDscr

Need to incorporate nCube and nCubegrp (have the entity type be nCubegrp, always have an nCubegrp, even if there’s only one nCube in it), location maps.

EntType should be an attribute of EntDscr.

If we have citation info for both markup and original source document, should put in different wrapper tags. Need to think about how we want to search for these things, original source or XML markup? Do we need separate sections for XML instances and original source documents? Need to look at DDI sections 1.1 and 1.2.

Var section

Reason DDI includes valid and invalid range is that they found it was sometimes easier to describe the invalid range than the valid.

With universe, instead of calling it varUniverse, call it universe with an attribute lvl that defines which level (var, study, etc.) the universe applies to. So you can specify the universe once and then point to it.

Example:

Age – discrete years

sex – m f

race – 5 standard categories

poverty – yes/no

age


5 year increments



var age




<catvalu>1






<5




<catvalu>2






5-9






...

nCube ID=N1 AgeXSex

<dmns rank=”1” varRef=”Age”

<dmns rank=”2” var Ref=”Sex”

<measure unit=”persons” scale=”X1000”

nCube ID=N2 AgeXPov

<dmns rank=”1” varRef=”Age”

<dmns rank=”2” varRef=”Pov”

<measure unit=”persons” scale=”X1000”

nCubeGrp type=”display”


nCubeRefs=”N1 N2”


<labl> Info by Age

Location map info stored elsewhere – gives coordinates and name. Need to convert tables into some kind of ascii format so that we can map locations in the ascii files to nCube dimensions.

Add varGrps?

In nCube

with cohort and range, these are really useful only if you’re just dealing with a section of a larger group.

locMap

<locMap>


<dataItem  ID=”DIN1_1” nCubeRef=”N1”>


<cubeCoord coordNo=”1” coordVal=”1”>


<cubeCoord coordNo=”2” coordVal=”2”>


<physloc recRef=”rec1”startPos=”301” width=”9” endPos=”309”>


</dataItem>


<dataItem ID=”DIN1_2” nCubeRef=”N1”>


<cubeCoord coordNo=”1” coordVal=”1”>


<cubeCoord coordNO=”2” coordVal=”2”>


<physloc recRef=”rec1” startPos=”310” width=”9” endPos=”318”>


</dataItem>

** Need to check out where the UMass people are in table recognition work – is there anything there we can use for extracting tables and storing them in a file for use with the locMaps??

For searching – want to search on var labels, catgrp labels, universe labels rather than nCube labels. Sometimes need to create dummy variables for an nCube to cover everything that’s needed.

Process issues – really helpful to have a group of people all working with the scheme – so that there can be group discussions of issues that come up and rework guidelines as needed.

Linkage between metadata and tools.

Miles – automatic classification may feed into subject representation.

Ontology?

Cristina – hesitant to incorporate into DTD, because it is conceptual, whereas DTD is structural.

Wendy agreed that ontology should lay on top of DTD. That’s conclusion they came to on their project. Having ontology external allows it be more easily shared.

Cristina – DTD vs. schema.

Wendy – Don’t know schemas that well. DDI committee is looking at it, but not sure yet what direction they’re likely to go.

Looks like we will need to look closely at DTD vs. schema to determine which provides the functionality we need most.

Cristina – Schema advantages – more application tools. Data types in schemas more compatible with db formats. Being pushed by W3C. Also a little easier to deal with. Self-describing, don’t need intermediate software to deal with.

Miles – Fact that they are expressed as XML, the schema itself would be manipulable via XSLT.

Wendy – XSLT doesn’t deal well with pointers [and our system will depend heavily on pointers.]

[Open questions revisited, see slides]

Gary’s wrapup –

Concept Flow in the DPI (distributed public intermediary)

tools to harvest/ ----->     ontology at the conceptual level -----> Help

crawl and markup                                   |                                   ^  |

data       |            \                                   |                                 |  |

->          DTD/scheme defines the structure       |  |

              |                                                |                                 |  |

XML provides the language for the    |  |

instantiations                                  |  |

                  |                                  |  |

->Interface parsing libraries “read” the XML                                                   |

                   |                                    |

Interface display libraries render the<-- data according to user needs

emails:

block@pop.umn.edu
shelbj@pop.umn.edu
(programmers on Wendy’s project)

** Add link to webpage that summarizes symposium (by end of week)

** Send out next draft of DTD elements/attributes (Monday or Tuesday)

** Work on getting strict definitions of elements/attributes together (ASAP)

