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This paper compares the quality of term clustering results obtained by using two feature selection criteria. Two sets of representative terms were extracted from a corpus of 23,530 documents about labor statistics. The first set consisted of terms with high term-discrimination value as described in Salton, 1975. The second set contained the first set's terms plus the 100 most commonly occurring terms (after removal of stop-words). Using each set of terms, k-means clustering was performed, and the validity of the clusters was ascertained by a panel of nine evaluators. We found that high-frequency terms were especially indicative of the corpus' subject matter.

